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Instructions for use


The apb.exe program is intended to be as simple as possible to use. There are no command-line arguments. As with its predecessor program, all files are generated into the current working directory. 





When it is run in an empty directory, it will prompt the operator for the number of channels, the density of data, and the number of users. The density parameter is precise to 0.1% (no distinction is made between 0.1% and 0.11%, extra decimal places past the 10ths of a percent are truncated). When those have been input, the program will immediately begin generating the data files for the historical load. Upon successfully generating all of those files, it will write a small file named apb1r2genstate to the current working directory and exit.





To generate the incremental load files, invoke apb.exe again. It will generate all incremental load files as required by the specification, update the apb1r2genstate.





To generate the query files, invoke apb.exe a third time. It will generate all query files, delete the apb1r2genstate file, and exit.





System requirements


apb.exe will run on Windows 95, 98 and Windows NT. On Windows NT (from examination with the NT Task Manager), the generator requires about 5MB of memory to run for 10 channels.





Flaws and Fixes


Version 1.0.0.3


Fixes the following reported bug:


Duplicate records generated for cells in HISTSALE.APB and CURRSALE.APB.


Version 1.0.0.2


Fixes the following reported bugs:





Imprecise reporting of “out of disk space” errors.


Channel and customer columns transposed in histsale.apb file.


Wrong channel dimension parameter for query 10 actual StdProdCost, StdShipCost measures.


Version 1.0.0.1





When there is not enough disk space to write out the files, an error is reported but the actual nature of the problem is not reported (it reports: “Error generating file ‘XXX.apb’: no error”). As the generator is coded to report the error immediately, the reason it does not report the “out of disk space” error is currently unknown.





Channel and customer columns transposed in histsale.apb file.





Wrong channel dimension parameter for query 10 actual StdProdCost, StdShipCost measures. Instead of the ‘Channel’ dimension name, base-level channel members are being placed into the file.





Duplicate records generated for cells in HISTSALE.APB and CURRSALE.APB.


Specification issues clarified/flaws fixed


Query 2 


The Dimensional Systems proposal stated that only leaf members would queried for in time, product, channel and customer. Since the query specification is for children of the given product, all product members appearing in a query will be at the ‘class’ level, so that the children will be at the leaf level.





Query 10


Smoothed Sales will be queried for at the month level, not the quarter level as stated in the proposal. This is to satisfy the higher-level requirement of only querying for smoothed sales where it is well-defined.





Implementation Notes


Query distribution


As described in the proposal, 2% of the generated queries will result in entirely empty result sets. These will be distributed as 2/30 each of queries 1, 2, 5 and 6.





Generated files


The V1 generator appears to have a flaw wherein the historical data files are 1/(# base-level channels) of the size that they should be. For example, 9 channels * 900 stores * 9,000 codes * 17 months * 0.001 density should yield 1,239,300 rows in the HISTSALE.APB file. However, the V1 generator only creates 137,700, which is 1/9 of the correct size. The V2 generator fixes this flaw, but it should be noted that every vendor running the V2 benchmark will experience larger input files relative to V1.





The V2 generator will only generate one file for each data table, dimension table and query stream, and will generate every file into the same directory. The generator is capable of generating data files up to many terabytes in size, which may be beyond the maximum file size on any given platform. For Windows NT, the largest practical NTFS disk volume size is 2TB (as recommended in their Windows NT Resource Kit), while a single file in an NTFS file system with 4K clusters may be up to 16 TB (2^32 * 2^12 bytes) in size. As a side note: if the generator needs to create files larger than the maximum single file size in a file system, then the specification may be readily extended to include a convention for naming, numbering and placing multiple data files for a single table.
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